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Final Project 

 
Your final project will be to implement and report on a speech technology project of 
your choice.  The project must be non-trivial.  You may use one of the corpora that we 
have used throughout the semester, or you could identify a public one such as one of the 
ones at the OpenSLR repository.  If you choose to use one of these, spend some time 
evaluating the corpus before you elect to use it.  There is a non-trivial amount of effort 
that goes into constructing tools to organize corpus data, and these were provided for you 
in your assignments.  If you use a different corpus, you will likely need to write these 
yourself.  In addition, if you would like to work on animal data, my collaborators in the 
Communication and Coordination Across Scales project are willing to let you use our 
meerkat recordings (about 365 GB of data) for this class and I will provide you with a 
hybrid convolutional + recurrent network as a starting point from which you can explore 
improvements.   As a reminder, any corpora provided for this class may not be shared or 
posted.  
 
You may choose to implement any speech task, but you must obtain approval for the 
project prior to starting.  You need to identify the task, what approaches you will use to 
solve it, and what data resources you will be using.   
 
Your final project may be done in teams of up to four people.  Students must participate 
in an equitable manner.  This means that all students must contribute to writing both code 
and the final report. 
 
The grade for your program will use same criteria as with other programs:  functionality, 
structure, and comments.  In addition, the difficult of your proposed task will be taken 
into consideration.  If you were to implement a reasonably straight forward task such as 
redoing the speaker identification experiment with RNNs, you will be expected to do 
things very well and you should have a well-planned set of experiments to explore model 
parameter space.  In contrast, if you were to implement a technique from one of the 
papers on the reading list, e.g., the deformable convolutions paper by Dai et al. or 
implement mixup, the bar would be lower with respect to the types of experiments as 
there would be additional intellectual work in understanding something that was not 
discussed in detail in class.  You may use packages that are publicly available, but you 
must cite these in your report and make it clear what you have done versus things that 
you have used.  You must provide either a requirements.txt or an Anaconda .yml file in 
your submission that shows the packages that comprise your environment. 
 
The grade for your report will be very similar to that in assignment 3, and you should use 
the same instructions for reports. 
 

https://www.openslr.org/resources.php
https://www.movecall.group/

